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1 Introduction

The analysis and verification of a system has a fundamental importance for the
system development. The advantages of formal methods for these tasks are
well known. Similarly, in the system performance evaluation one can benefit
from a formal specification of properties expressing the basic performance mea-
sures, along with methods for automatically verifying those properties, which
are solidly built on some mathematical base. On the other hand, in the practi-
cal realisation of systems formal methods are not always the methods of choice,
and very often ad hoc methods are preferred. One reason of this relies on the
absence in most cases of a viable semantics to be used as a necessary base on
which to build a formal deductive system. The most desirable requirements of
such a semantics should be rigour and precision on the one hand, and simplicity
and clarity on the other hand. While this is in general not a trivial task, it is
relatively simple to achieve when the adopted language is a declarative one.

Based on these considerations and with possible applications to programs
analysis and verification in mind, we adopted the Concurrent Constraint Pro-
gramming (CCP) paradigm of [12, 11], whose declarativity descends from the
clear ‘logical reading’ of programs provided by its denotational semantics [5].
We then extend the classical CCP operational semantics [12, 6] so as to include
two quantities representing ‘probabilities’ and ‘cost’ respectively, the latter be-
ing some measures for computational complexity. This augmented semantics
is formalised in terms of two different notions: one captures the probabilistic
I/O behaviour of a program by collecting the results delivered by the program
executions together with a probability distribution expressing for each result
the likelihood of being computed; the other associates to each result also an
index of the complexity of computing that result. The second notion is a fur-
ther extension, and turns out to be particularly suitable for defining another
kind of observables capturing the average behaviour of a program. This plays a
fundamental role in the evaluation and modelling of many relevant performance
and reliability indices of probabilistic systems. In fact, the study of system per-
formance commonly refers to the long-run average time required by the system
to perform given tasks.

A formal analysis and verification of such systems requires therefore an ap-
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propriate specification of this kind of behaviour in terms of probabilistic prop-
erties [4]. These average properties can be naturally expressed by means of the
augmented operational semantics. The basic idea is that the PCCP mechanism
for inferring probabilities can be used for determining the weights in the ex-
pected value of a random variable expressing the time, this being the quantity
measured as the computational cost. This can be generalised to quantities other
than the running time.

We give an example of construction of the various notions of observables for a
simple probabilistic program, and we show how they can be used for expressing
the long-run average running time of the program. We point out that, whereas
for probabilistic programs the ‘average’ has to be meant over an infinite period
of time [8], for deterministic programs it is calculated over the (possibly infinite)
different inputs. We also give an example for this latter case, which shows some
similarities with the average-case asymptotic analysis of algorithms.

2 Probabilistic CCP

Probabilistic Concurrent Constraint Programming (PCCP) was introduced in
[7], to the purpose of formalising randomised algorithms. In this language ran-
domness is expressed in the form of a probabilistic choice, which replaces the
CCP nondeterministic choice and allows a program to make stochastic moves
during its execution. This construct also allows us to introduce the element of
chance directly at the algorithmic level without the need of any modification at
the data level. Thus, the constraint system C underlying the language doesn’t
need to be re-structured according to some probabilistic or fuzzy or belief sys-
tem, and we can assume the definition as a cylindric algebraic cpo given in [12],
to which we refer for more details. The syntax of the PCCP Agents is given by
the grammar:

A ::= stop | tell(c) | n
i=1 ask(ci) → pi : Ai | A ‖ A | ∃xA | p(x)

where c and ci are finite constraints in C. A PCCP process P is then an object of
the form D.A, where D is a set of procedure declarations of the form p(x) : −A
and A is an agent. PCCP agents are the same as CCP agents but for the
non-deterministic choice construct, which is replaced by the probabilistic one,

n
i=1 ask(ci) → pi : Ai.

Roughly, the probability associated with each alternative expresses how
likely it is (repeating the same computation ‘sufficiently’ often) that the compu-
tation will continue by actually performing that alternative. This can be seen as
restricting the original nondeterminism by imposing some requirements on the
frequency of choices. The operational meaning of this construct is as follows:
First, check whether constraints ci are entailed by the store. This is expressed
in Table 1 by d ` cj , where ` is the partial ordering in the underlying constraint
system. Then we have to normalise the probability distribution by considering
only the enabled agents, i.e. the agents such that ci is entailed. This can be
done by considering for enabled agents the normalised transition probability,
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R1 〈tell(c), d〉 −→1 〈stop, c t d〉

R2
〈 n

i=1 ask(ci) → pi : Ai, d
〉
−→p̃j 〈Aj , d〉 j ∈ [1, n]; d ` cj

R3
〈A, c〉 −→p 〈A′, c′〉

〈A ‖ B, c〉 −→p 〈A′ ‖ B, c′〉
〈B ‖ A, c〉 −→p 〈B ‖ A′, c′〉

R4
〈A, d t ∃xc〉 −→p 〈B, d′〉〈

∃d
xA, c

〉
−→p

〈
∃d′

x B, c t ∃xd′
〉

R5 〈p(y), c〉 −→1 〈A, c〉 p(x) : −A ∈ P

Table 1: The transition system for PCCP.

p̃i = piP
`cj

pj
, where the sum is over all enabled agents. Finally, one of the

enabled agents is chosen according to this new probability distribution.

3 Augmented Transition System

In [7] the operational semantics of PCCP has a simple definition in terms of a
transition system, (Conf,−→p), where Conf is the set of configurations 〈A, d〉
representing the state of the system at a certain moment, namely the agent
A which has still to be executed and the common store d; and the transition
relation −→p is defined in Table 1. Rule R2 was informally described in Sec-
tion 2. The remaining rules are the same as for CCP and we refer to [5] for a
detailed description. In the recursion rule R5 for the procedure call p(y), we
assume that before p(y) is replaced by the body of its definition in the program
P , the link between the actual parameter y and the formal parameter x has
been correctly established. In [12], this link is elegantly expressed by using the
hiding operation ∃x and one only fresh variable.

The transition system in Table 1 supports a notion I/O observables which
associates to each outcome of a computation the likelihood of being computed.
However, if our intention is to measure, for example, the running time of a pro-
gram execution, then we need some additional information which keeps track
of the computational steps performed during the computation. This kind of
information is not present in the transition system in Table 1. A more appro-
priate one is shown in Table 2, where the transition relation −→p,q expresses a
transition between two configurations which takes place with probability p and
has a ‘computational cost’ of q. In particular, q can be used as a transition steps
counter to express the running time.
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R1 〈tell(c), d〉 −→1,0 〈stop, c t d〉

R2
〈 n

i=1 ask(ci) → pi : Ai, d
〉
−→p̃j ,0 〈Aj , d〉 j ∈ [1, n]; d ` cj

R3
〈A, c〉 −→p,q 〈A′, c′〉

〈A ‖ B, c〉 −→p,q 〈A′ ‖ B, c′〉
〈B ‖ A, c〉 −→p,q 〈B ‖ A′, c′〉

R4
〈A, d t ∃xc〉 −→p,q 〈B, d′〉〈

∃d
xA, c

〉
−→p,q

〈
∃d′

x B, c t ∃xd′
〉

R5 〈p(y), c〉 −→1,1 〈A, c〉 p(x) : −A ∈ P

Table 2: Augmented Transition system for PCCP.

For simplicity, we assume that only procedure calls contribute to the com-
plexity of a computation, whereas all other operations are “cost free”. Although,
this can be a reasonable assumption for the hiding and the halting agents, one
might object that it is not justified for operations such as tell and in particular
ask, where most of the actual computational effort is concentrated in practice.
However, we assume here a more abstract viewpoint and interpret the cost of
an execution in terms of the recursion depth of the program definition, in line
with a more algorithmic approach to measuring computational complexity.

4 Observables

The augmented transition system introduced above can be used to define var-
ious notions of observables. In this section we present three different ways of
observing the I/O behaviour of a program. One is the standard one where only
a qualitative view of the results is considered. The others extend this view with
some quantitative features corresponding respectively to probability and cost.

Given a program P , we define the results R of an agent A and an initial
store d as the set of all pairs 〈c, p, q〉, where c is the least upper bound of the
partial constraints accumulated during a computation starting from d; p is the
probability of reaching that result; q the associated cost.

R(A, d) = {〈c, p, q〉 | 〈A, d〉 −→∗
p,q 〈B, c〉 6−→} ∪

{〈
⊔

i di,
∏

i pi,
∑

i qi〉 | 〈A, d0〉 −→p0,q0 . . .}.

The first term describes the finite results, where the least upper bound of the
partial stores corresponds to the final store. The second term covers infinite
computation.
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The symbol −→∗
p,q indicates the transitive closure of the transition relation

−→p,q. It is obvious that the probability of getting from one configuration
to another in several steps is determined by the product of the probabilities
associated to the single steps. As for the quantity q, it is easily arguable that it
is the sum of all costs associated to each transition.

Note that R can be a multi-set where the same constraint can occur in dif-
ferent tuples with different quantities associated to it. This is because different
computational paths can lead to the same result. Thus, in order to capture
the true behaviour of a program we have to appropriately collect the accu-
mulated probabilities and costs associated with different interleavings. While
for the probability of a constraint computed through several different paths,
this operation of compactification is intuitively recognised to be the sum of the
probabilities associated to each path, we have more the one option for how to
compactify the cost associated to such a constraint. Since this quantity com-
monly represents a measure of efficiency or resource consumption, a reasonable
choice would be to define the cost of a result computed non-deterministically
as the maximum cost among the ones associated to the various computational
branches leading to that result. However, depending on the interpretation of
the quantity in question, other choices can be equally reasonable, such as the
sum or the product. Therefore, in defining the compactification of the results,
we indicate the cost compactification by a generic operation Ω, which can be
conveniently instantiated case by case. Formally:

K({〈cij , pij , qij〉}i,j) = {〈ci, Pci
, Qci

〉 | Pci
=

∑
j pij and Qci

= Ω{qij}j}i,

where cij denotes the jth occurrence of the constraint ci in R.
Now we have to normalise the probabilities. This is necessary as the proba-

bilities in each interleaving add up to one so that the overall sum of probabilities
associated to a given constraint can be greater than one when the constraint re-
sults from two or more different interleavings (in fact, it corresponds exactly to
the number of possible interleavings). The re-normalisation operation effectively
implies that all interleavings are equally likely. Formally:

N ({〈ci, pi, qi〉}i) = {
〈
ci,

pi

P , qi

〉
| P =

∑
i pi}.

We are now in a position to define the observables associated to an agent A
and an initial store d.

Classical I/O behaviour. This notion corresponds to the final results of
computation, where we abstract from the associated probabilities and costs,
and restrict ourselves to a purely qualitative view of those results. We could
express this fact by assuming that p = 1 and q = 0 for all computed constraints.
Alternatively, we can consider a kind of projection operation which selects the
first component of the results of A in R, as follows:

OC(A, d) = {c | 〈c, p, q〉 ∈ R(A, d)}.
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Probabilistic I/O behaviour. Here we observe the probability of a final
store, whereas the cost is not relevant (q = 0 for all results). Formally:

OPr(A, d) = {〈c, p〉 | 〈c, p, q〉 ∈ N (K(R(A, d)))}.

Resource-consumption I/O behaviour. This notion includes both the
probability and the cost of each result and is defined simply by

OQ(A, d) = N (K(R(A, d))).

Note that the last two notions of observables differs from the classical notion
of I/O behaviour in that they are ‘universal’ in contrast with the existential
character of OC. More precisely, in the classical case a constraint c belongs to
the observables if at least one path leads from the initial store d to the final
result c, whereas in the quantitative case we have to consider all possible paths
leading to the same result c and combine the associated quantities.

5 Observing the Average

As already mentioned in Section 1, the notion of average behaviour of a system
is crucial for many basic performance measures considered in the field of per-
formance modelling and evaluation. Therefore, it is important to dispose of a
formal base for a correct specification and analysis of such a behaviour. In par-
ticular, an appropriate definition of an operational semantics able to model the
program properties of interest would make it feasible the adoption of abstract
interpretation methods of analysis [9].

Based on the augmented transition system given in Section 3, we now intro-
duce a notion of average observables. This notion could be used for the analysis
of average properties, such as the long-run average properties of probabilistic
systems in [4], by considering abstract interpretation methods which appropri-
ately extend or modify the classical Cousot’s abstract interpretation framework,
[3, 2], so as to deal with probabilistic or, more in general, quantitative features.
We will come back to this point in Section 7, and we develop here the first step
of this approach to the analysis of probabilistic properties.

The average behaviour of an agent A starting from store d is defined by:

Average(A) =
∑

〈c,p,q〉∈OQ(A,d)

p · q.

Note that the value q in the augmented semantics of an agent A can be
seen as the value of a discrete random variable on the constraint system C,
QA : C → R, defined by:

QA(c) = q iff 〈c, p, q〉 ∈ OQ(A, d).
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With this, we can calculate Average(A) as the expected value or mean of QA:

E(QA) =
∑
c∈C

q · Pr(QA(c) = q),

where Pr(QA(c) = q) is the probability distribution of QA. In fact, this value
corresponds exactly to the probability p associated to the constraint c in the
observables OQ(A, d).

6 Examples

In this section we illustrate the construction of the previously defined notions
of observables for two simple programs, a probabilistic and a deterministic one,
and we discuss the possible properties that can be described by those notions.
In particular, we show the use of the Average observables for representing two
distinct situations in probabilistic (average-case) analysis, namely the case in
which the program is deterministic and the input data varies according to some
probability distribution, and the case in which the program is probabilistic and
we evaluate its behaviour in different executions determined by the probability
distribution on the same input data. In the algorithms analysis terminology
the first analysis is called ‘average-case’ whereas the second is referred to as the
‘expected running time’ [1].

6.1 Randomised Counting

Consider the following PCCP program generating all natural numbers.

nat(x) : − ask(true) → 1
2 : tell(x = 0)

ask(true) → 1
2 : (∃y(tell(x = s(y)) ‖ nat(y)))

The standard I/O behaviour of this program abstracts from any consider-
ation about the probabilities and the costs associated to each result computed
by nat(x) (i.e. the natural numbers), so it corresponds to the set:

OC(nat) = {x = 0, x = s(0), x = s(s(0)) . . . , x = sn(0), . . .} .

We can now be a little bit ‘more concrete’ and consider the information on
the transition probability provided by the augmented semantics. We then get
the probabilistic observables:

OPr(nat) =
{
〈x = 0, 1/2〉 , 〈x = s(0), 1/4〉 , . . . ,

〈
x = sn−1(0), 1/2n

〉
, . . .

}
.

from which we can also see the likelihood that a given number is actually gen-
erated.

A further step will lead us to observe the number of calls to the procedure
nat(x) that are necessary to generate a given number. We have then the ‘most
informative’ semantics:

OQ(nat) = {〈x = 0, 1/2, 0〉 , 〈x = s(0), 1/4, 1〉 , . . .
〈
x = sn−1(0), 1/2n, n− 1

〉
, . . .},
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where, according to our intuition, we can see that when n tends to infinity the
probability vanishes whereas the cost grows bigger and bigger.

Average Running Time. Based on OQ(nat) we can estimate the number of
calls we can expect on average by executing the program nat(x):

Average(nat) =
∞∑

q=0

q

2q
= 2.

6.2 List Search

The following is a program which searches a given list for an element in the list.

search(x, list, n) : − ask(x = list[n/2]) → 1 : tell(i = n/2)
ask(x < list[n/2]) → 1 : search(x, list[1 : n/2], n/2)
ask(x > list[n/2]) → 1 : serach(x, list[n/2 + 2 : n], n/2)

As the guards of the three alternatives are mutually exclusive, this program
is deterministic, despite its formulation as a (probabilistic) nondeterministic
choice. Therefore, the notions of classical and probabilistic observables are
quite trivial in this case. In fact, any call to search will always terminate after
a finite number of steps, once x is found by establishing i as the “index” of x
in the list with probability 1.

A slightly more interesting observable is OQ(search), which for a given input
x gives the number of recursive calls needed to find x. This is fixed once x is
fixed. Thus the average behaviour of such a program can be estimated by
comparing runs of the program on different inputs. As an example, consider
n = 4. Then we have four possible calls search(x, [1, 2, 3, 4], 4) with x = 1,
x = 2, x = 3 and x = 4. It is easy to verify that they take respectively 2, 1, 2
and 3 steps (or recursive calls).

Average Running Time. Assuming a uniform distribution on the input
values x, we can now compute the average running time of search by

Average(search(x, [1, 2, 3, 4], 4)) =
2 + 1 + 2 + 3

4
= 2.

We can obtain the same result by considering the corresponding probabilistic
program

searchall(list, n) : − ask(true) → 1
4 : search(1, list, n)

ask(true) → 1
4 : search(2, list, n)

ask(true) → 1
4 : search(3, list, n)

ask(true) → 1
4 : search(4, list, n)

It is easy to check that the observables of searchall,
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OQ(searchall([1, 2, 3, 4], 4)) = {〈i = 1, 1/4, 2〉 , 〈i = 2, 1/4, 1〉 ,
〈i = 3, 1/4, 2〉 , 〈i = 4, 1/4, 3〉},

can be obtained from the observables of each call to search as:

OQ(searchall([1, 2, 3, 4], 4)) =
1
4

4⋃
i=1

OQ(search(i, [1, 2, 3, 4], 4)),

and its average running time is again:

Average(searchall) =
∑

{p · q | 〈c, p, q〉 ∈ OQ(searchall)} = 2.

We can generalise this result to n = 2k by asserting that the program search
has an average running time of q = k = log n. Note that this is the asymptotic
complexity resulting from the average-case analysis of binary search algorithms
(cf. §6.2.1 of [10]).

7 Conclusions

This paper has presented an operational semantics modelling the I/O results
of a program with respect to their probability and cost, the latter representing
(some measure of) the program execution complexity. We also showed how
average properties can be naturally expressed by means of this semantics, thus
providing a base for the specification and analysis of probabilistic properties
such as the ones called in [4] long-run average properties.
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