
IMPROVED SEARCH CONTROL
Instead of doing random simulations, we use Relational Reinforcement Learning (RRL)
to guide the simulation fase of MCTS. This enables us to:

 • Make Search Control decisions based  on game rules.
 • Generalize over unseen states.
 • Learn in large state spaces.
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PROBLEM

APPROACH

RELATIONAL REINFORCEMENT LEARNING
Using the relations that are valid in sequential states and the rewards we receive, we learn a value function. Because the relations
from the Game Description Language are given in terms of terminal states, we learn with After States instead of state-action pairs.
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GIVEN The description of a game in the Game Description Language (GDL), this corresponds to a Finite State Machine.
FIND The best action in every state, this is the action which results in the highest reward in the terminal state.
CHALLENGE (1) It can be almost every imaginable game. (2) Challenging games with large search spaces.
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VALUE OF A STATE
To be able to chose the best action
we need to estimate the value of a state. 
We can do this with: 
  •  (Evaluation Functions)
 •  Monte Carlo Tree search
 •  Relational Reinforcement Learning

ox x
x

o
o

x ox ox
x

ox
x

o

ox x
x

o
cell(1,1,x)
..

cell(1,1,x)
cell(1,3,o)
..

cell(1,1,x)
cell(1,3,o)
cell(2,2,x)
..

cell(1,1,x)
cell(1,3,o)
cell(2,2,x)
cell(3,3,o)
..

cell(1,1,x)
cell(1,2,x)
cell(1,3,o)
cell(2,2,x)
cell(3,3,x)
.. 

cell(1,1,x)
cell(1,2,x)
cell(1,3,o)
cell(2,2,x)
cell(3,3,x)
column(3,o)
.. 

Relations extracted 
from the GDL 

SEARCH
CONTROL

PROGRESS • We have a working MCTS, RRL game player.
• For an interesting game, with a large state space, we still get errors => need for a client / server architecture.

  TODO: Get results for an interesting game.

Monte Carlo Tree Search (MCTS) estimates the value of a state by doing a lot of random simulations until the end of the game. 
The value of the state will be the avarage result of all the simulated games.
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VALUE FUNCTION CALCULATION
There are several ways to calculate the value function. We can change how we propagate the rewards and we can change how
we interpret the rewards for other players. In example [A] we only learned with positive rewards for the o-player, in example [B] 
we used the positive rewards from the o-player as a negative reward for the x-player. We can only use the second approach if 
there is a causality relationship between the rewards of the different players.

Using these rewards, relations and background knowledge, we can use Tilde to generate a prolog regression tree which
we can use to enhance the simulation fase of our MCTS player. 


