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Abstract

We consider the problem of policy learning in aMarkov Decision Process. A
MDP consists of a state spaceS, a set of actionsA, a transition probability function
t(s, a, s′) and a reward functionR : S → R. The problem is to find apolicy, a
mapping from states to actionsπ : S → A, which gives the highest return.

However, we are not interested in any possible policy, only in a restricted,
limited subset of the full policy space [2]. There are two different reasons why this
case should be considered.

First, it might be the case that domain experts have certain knowledge about
goodpolicies. This is for example the case when the domain is symmetrical, and
we know that the optimal policy should also behave according to that symmetry.
In this case, the limitation on the policy space reduces the space to be searched to
find the optimalpolicy, without introducing any error.

Second, for some applications not every policy is desirable. Consider the case
where the policy has to be transfered through a costly communication channel.
Here we would like to find an adequate policy which can be represented with a
limited description. In this case, we will have to look for the best policy in the
restricted set of policies.

The effect of the restrictions on the policy space is ambiguous:

1. The search space becomes smaller, and therefore the problem of finding the
best policy might becomeeasier

2. The existing techniques for policy learning rely heavily on certain mono-
tonicity constraints which hold for general MDP’s, but do not hold in our
restricted case. This makes the problemharder to solve.

Instead of having hard constraints (a policy is either desirable or not) we could
also consider a softer kind of constraint by the use of a policy preference func-
tion. This could be used to perform cost-sensitive reinforcement learning [1], for
example, where low-cost policies should be prefered over high-cost ones.
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