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Abstract. We present Womb Grammars, a novel constraint-based frame-
work implemented in CHRG and particularly useful for inducing, from
known linguistic constraints that describe phrases in a language called
the source, the linguistic constraints that describe phrases in another lan-
guage, called the target. We present as well an application that uses as
source an existing language fairly related to the target. Next we propose
and motivate an intriguing research thread that uses as source language
a (non-natural but coupled with our framework, generatively very pow-
erful) universal language of our own device. Finally, we discuss further
ramifications of our work.
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1 Introduction

Language processing typically involves analyzing or generating sentences in a
given language. In the case of analysis, there is an implicit aim of sanctioning
the input as correct or incorrect with respect to the grammar, which itself is
assumed to be correct. Incorrect sentences will either just fail to be analyzed or
be explicitly identified as incorrect, with or without a rationale being given. In
the case of synthesis, the aim is to produce correct sentences or phrases from
some given representation of their meaning. Also in this case the (purportedly
correct) grammar sanctions sentences as correct (by producing them as output).

A less typical, but also useful language processing activity is that of grammar
sanctioning, where the input’s correctness is known and the grammar must be
either completed, corrected or fully inferred. For instance, in the area of grammar
induction, a formal grammar (or a subset thereof) is inferred from corpora of
correct and incorrect sentences with the aid of machine learning methods. A
recent survey of this field can be found in D’Ulizia et al [9].

In this article we propose a use of grammar sanctioning which, to the best of
our knowledge, is novel: inferring a language’s syntax given its lexicon, a suffi-
ciently representative set of correct phrases in it, and the property-based syntax
of another language. Section 2 presents the background and motivation. Section
3 describes our Womb Grammar Model, first in its Hybrid Parsing incarnation
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and next as Universal Grammar Parsing, and then discusses existing and pos-
sible extensions. Section 4 presents implementation details, and Section 5 our
concluding remarks.

2 Motivation, Background

Since the advent of CHR [10] and of its grammatical counterpart CHRG [6],
constraint-based linguistic formalisms can materialize through fairly direct method-
ologies. During a recent visit to Universite de Nice, we proposed the use of our
CHRG implementation of Property Grammars [8] to address efficiency concerns
in Jacques Farré’s work on acquiring context-free grammars by applying error-
repair techniques to the grammar (as opposed to the input sentence). Farré’s
work currently uses an extended version of the CYK algorithm in order to re-
pair tree-based grammar rules by either suppressing, inserting or replacing a
symbol, or by permuting two adjacent symbols.1

Although in both method and scope our present work is very distant from
that work, it motivated us to try a constraint-based approach to the extended
problem of inducing grammar constraints. This led us to explore the possibility
of using the known constraints of related languages, which resulted in the present
work.

Grammar induction has met with reasonable success using different views of
grammar: a) as a parametrized, generative process explaining the data [15,12],
b) as a probability model, so that learning a grammar amounts to selecting a
model from a prespecified model family [4,16,7], and c) as a Bayesian model of
machine learning [11].

Using linguistic information from one language for the task of describing
another language has also yielded good results, albeit for specific tasks—such
as disambiguating the other language [3], or fixing morphological or syntactic
differences by modifying tree-based rules [13]—rather than for syntax induction.

This usually requires parallel corpora, an interesting exception being [7],
where information from the models of two languages is shared to train parsers for
two languages at a time, jointly. This is accomplished by tying grammar weights
in the two hidden grammars, and is useful for learning dependency structure in
an unsupervised empirical Bayesian framework.

Most of these approaches have in common the target of inferring syntac-
tic trees. As noted, for example, in [2], constraint-based formalisms that make
it possible to evaluate each constraint separately are advantageous in compar-
ison with classical, tree-based derivation methods. For instance the Property
Grammar framework [1] defines phrase acceptability in terms of the properties
or constraints that must be satisfied by groups of categories (e.g. English noun
phrases can be described through a few constraints such as precedence (a deter-
miner must precede a noun), uniqueness (there must be only one determiner),
exclusion (an adjective phrase must not coexist with a superlative), and so on).

1 http://deptinfo.unice.fr/~jf/Airelles/publis/iwpt09.pdf

http://deptinfo.unice.fr/~jf/Airelles/publis/iwpt09.pdf
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Rather than resulting in either a parse tree or failure, such frameworks charac-
terize a sentence through the list of the constraints a phrase satisfies and the
list of constraints it violates, so that even incorrect or incomplete phrases will
be parsed.

As well, simpler models can be arrived at in less costly fashion by giving
up syntactic trees as a focus and focusing instead on grammar constraints, also
called properties. For instance, if we were to work with tree-oriented rules such
as:

np --> det, adj, n.

their adaptation into a language where nouns must precede adjectives would re-
quire changing every rule where these two constituents are involved. In contrast,
by expressing the same rule in terms of separate constraints, we only need to
change the precedence constraint, and the modification carries over to the entire
grammar without further ado.

We therefore propose a method for inferring constraint-based grammars such
as Property Grammars (PG) [1] from a known lexicon and a representative
sample of correct phrases. We already have a working prototype implementation
in terms of Constraint Handling Rule Grammars (CHRG) [6], which we are
optimizing. Our method does not require parallel corpora, does not a priori rely
on probability (although it could be thus enhanced), and exploits the known
grammar of a (manifest or latent) language to complete the grammar of another
language of which we only know the lexicon. Like preceding work, we start by
relying on some syntactic structure that is known but imperfect, and aim at
completing and perfecting it. We then throw away even this starting point, and
derive our constraints from a universal grammar of our own device. Our proof-
of-concept is restricted so far to simple noun phrases and admittedly, our success
within it may not as easily percolate to more encompassing subsets of language.
However it is an elegant and concise solution, already useful in itself, with the
potential to generalize further.

3 The Womb Grammar Model

3.1 A first approach: Hybrid Parsing

The intuitive idea Let LS (the source language) be a human language that
has been studied by linguists and for which we have a reliable parser that accepts
correct sentences while pointing out, in the case of incorrect ones, what gram-
matical constraints are being violated. Its syntactic component will be noted
LS
syntax, and its lexical component, LS

lex.
Now imagine we come across a dialect or language called the target language,

or LT , which is close to LS but has not yet been studied, so that we can only
have access to its lexicon (LT

lex) but we know its syntactic constraints overlap
significantly with those of LS—perhaps being a dialect of it, or a close “cousin”.
If we can get hold of a sufficiently representative corpus of sentences in LT
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that are known to be correct, we can feed these to a hybrid parser consisting
of LS

syntax and LT
lex. This will result in some of the sentences being marked as

incorrect by the parser. An analysis of the constraints these “incorrect” sentences
violate can subsequently reveal how to transform LS

syntax so it accepts as correct

the sentences in the corpus of LT —i.e., how to transform it into LT
syntax. If we

can automate this process, we can greatly aid the work of our world’s linguists,
the number of which is insufficient to allow the characterization of the myriads
of languages and dialects in existence. Figures 1 and 2 respectively show our
problem and our proposed solution through Hybrid Parsing in schematic form.

LSlex LTlexLSsyntax ?LTsyntax

Fig. 1. The Problem
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syntax
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Fig. 2. The Solution

An Example Let LS = English and LT = French, and let us assume that
English adjectives always precede the noun they modify, while in French they
always post-cede it (an oversimplification, just for illustration purposes). Thus
“the blue book” is correct English, whereas in French we would more readily say
“le livre bleu”.

If we plug the French lexicon and the English syntax constraints into our
Womb Grammar parser, and run a representative corpus of (correct) French
noun phrases by the resulting hybrid parser, the said precedence property will
be declared unsatisfied when hitting phrases such as “le livre bleu”. The gram-
mar repairing module can then look at the entire list of unsatisfied constraints,
and produce the missing syntactic component of LT ’s parser by modifying the
constraints in LS

syntax so that none are violated by the corpus sentences.
Some of the necessary modifications are easy to identify and to perform, e.g.

for accepting “le livre bleu” we only need to delete the (English) precedence
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requirement of adjective over noun (noted adj < n). However, subtler modifi-
cations may be in order, perhaps requiring some statistical analysis in a second
round of parsing: if in our LT corpus, which we have assumed representative,
all adjectives appear after the noun they modify, French is sure to include the
reverse precedence property as in English: n < adj. So in this case, not only do
we need to delete adj < n, but we also need to add n < adj.

3.2 An intriguing approach: Universal Grammar Parsing

Note that if the corpus of LT ’s phrases addressed is a representative sample of
correct phrases, and the lexicon is complete and also correct, our problem sim-
plifies tremendously. Constituency (i.e. the property that sanctions some con-
stituents, e.g. ”determiner”, as appropriate for noun phrases) no longer needs to
be checked: we simply list as legal constituents all those that appear in the lex-
icon. Properties (such as precedence, above discussed) that need to be reversed
no longer need a statistical analysis per se, nor a second round of parsing or
a grammar repair module. In fact we do not need a specific source language’s
syntax at all! All we need to do is a) list all categories in the lexicon as legal
constituents, b) postulate a hypothetical LS (which we shall call LU , or Univer-
sal Language) which lists all possible constraints in LT with respect to the legal
constituents, and c) run the corpus sentences through our parser. The desired
grammar for LT is obtained by deleting from LU all those constraints that the
parser detected as unsatisfied.

For instance, instead of listing the French precedence requirement adj <
n to be confirmed or modified by analysis from the corpus, we list the two
(contradicting) LU constraints: adj < n and n < adj (as we do in fact for any pair
of legal constituents of the phrase). As soon as a sentence in the corpus violates
one of these rules, our parser will delete it. If some phrase in the corpus violates
both rules, both will be deleted, corresponding to no precedence requirement
between these two symbols.

Of course, the assumption that we have a completely representative sam-
ple of correct phrases may be unrealistic, for example in the case of indigenous
languages where the native speakers have fluency but little knowledge of gram-
mar concepts. While it is reasonable to rely on the fact that a native speaker
will only produce correct phrases, s/he may have forgotten to inform of some
particular structure which is nevertheless correct. However, we can exploit the
off-line stage of grammar corroboration by the native speaker, which is needed
anyway, to complete the corpus. Any constraints arrived at by the parser which
are not validated by the native informant indicate some flaw of the corpus and
will prompt the linguist to engage in a clarification dialogue with the native
speaker in order to complete the corpus until it is truly representative.

Figure 3 shows the schematic form of our solution in terms of Universal
Grammar Parsing; here our Womb Grammar parser has been modified to not
only detect violated constraints as before, but to delete them from the list of con-
straints of the source (universal) language, and thus produces the list of syntactic
constraints characterizing the (addressed subset of our) target language.



Womb Grammars: Constraint Solving for Grammar Induction 37

LT
lex LU

syntax

LT
syntax

LT
corpus

(Correct sentences)

Womb Grammar
Parser

Fig. 3. Universal Grammar Parsing

3.3 Extensions

There could be interesting theoretical ramifications to our work too. More than
three decades ago, Noam Chomsky put forward what is widely known as the
innate theory of language: that “all children share the same internal constraints
which characterize narrowly the grammar they are going to construct”, and that
exposure to a specific language determines the actual specialization of these
constraints into those of the grammar they will construct [5]. We might say
that these internal constraints, if the theory is correct, characterize what may
be seen as a (latent, perhaps even impossible to materialize by itself) universal
language. Our Womb Grammar formalism might be useful as an experimental
aid to uncovering a core of such universal language constraints phrase by phrase,
perhaps relative to families of languages, or to help shed some light upon specific
areas of linguistic research, e.g. phylogenetic classification.

4 Implementation Details

Our CHRG implementation enters the appropriate Womb Grammar constraints
(i.e., either those of a similar language for our Hybrid Parsing as described in
3.1, or our Universal Language constraints described in 3.2) in terms of a con-
straint g/1, whose argument stores each possible grammar property. For instance,
our English grammar hybrid parser includes the constraints: g(obligatority(n)),
g(constituency(det)), g(precedence(det,adj)), g(unicity(det)), g(requirement(n,det)),
g(dependence(det,n)), and so on. These properties are weeded out upon de-
tection of a violation by CHRG rules that look for them, e.g. an input noun
phrase where an adjective precedes a noun will provoke deletion of the constraint
g(precedence(n,adj)) when the following CHRG rule applies:

!word(C2,_,_), ... , !word(C1,_,_), {g(precedence(C1,C2))} <:>

{update(precedence(C1,C2))}.

Each word is stored in a CHRG symbol word/3, along with its category and
traits (i.e. word(n,[sing,masc],livre)). Since the CHRG parse predicate stores
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and abstracts the position of each word in the sentence, this simpagation rule
is triggered when a word of category C2 comes before one of category C1, given
the existence of the grammar constraint that C1 must precede C2. In CHRG
syntax the symbols prefixed with exclamation points are kept, while the ones
without are replaced by the body of the rule, in this case an update constraint
that invokes some housekeeping procedures. Each of the properties dealt with
has similar rules associated with it.

5 Concluding Remarks

With the modesty of AI workers—that is, without claiming linguistic plausibility—
we have proposed the appealingly simple and elegant Womb Grammar frame-
work as a constraint-based embodiment both of Chomsky’s innate theory of
language, and hybrid language parsing for grammar induction. CHR and CHRG
have once more proved ideal implementation means, since they allow us to both
express and test linguistic constraints in very modular fashion. We have also
shown that this framework allows us to induce property-based grammars for
simple noun phrases in a very direct fashion. Finally, we have shown that if
the corpus of target language sentences is representative, we do not even need
the syntax of a related language: simply by using our proposed universal syntax
(i.e., all constraints that could in theory apply to the phrases targeted, e.g. noun
phrases) we obtain the same good results as with hybrid parsing, while spar-
ing ourselves the need for an explicit module for grammar repair. We postulate
that the same methodology can be used for other types of simple phrases and
probably for more complex phrases as well.

To the best of our knowledge, this is the first time the idea of grammar
induction through weeding out constraints of a hybrid or a universal constraint-
based grammar has been proposed. The most closely related work (in that it is
also based on property grammars) we have been able to find in the literature
addresses grammar development rather than grammar induction, and requires
several parsers and the development of different grammar versions over different
corpora [2].

It is interesting to note that if the input is not totally representative, the
hybrid approach yields a shorter output than the Universal Language one. This
is in line with the transfer hypothesis from the field of Second Language Acqui-
sition, whereby knowledge of one language bleeds into another [14].

Admittedly, extending our work into more complex phrases and incorporating
other language analysis dimensions such as semantics may not prove as elegantly
concise as the restriction to simple phrases has allowed us; however as an aid to
linguists at the very least, it may already be a big service to provide them with
automatic characterizations of core phrases for languages or dialects that have
not yet been studied. Given that the number of living languages in the world is
estimated at 6909 (http://www.ethnologue.com/), the practical implications of
our work stand to be mind-boggling. With this initial work we hope to stimulate
further research along these lines.

http://www.ethnologue.com/
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